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If there is a successful Frankfurt example, both compatibilist and incompatibilist versions of the source position remain as live options. According to source compatibilism, an agent’s moral responsibility for an action is not explained by the availability to her of an alternative possibility per se, but by the action’s having a causal history of a sort that allows her to be the source of her action in a specific way, and compatibilism is true. John Fischer is an advocate of a view of this kind, and he is thus an opponent of source incompatibilism. While he noted the possibility of source incompatibilism early on (Fischer 1982), he argued that "there is simply no good reason to suppose that causal determinism in itself (and apart from considerations pertaining to alternative possibilities) vitiates our moral responsibility" (Fischer 1994: 159; 2006, 131: 201-2). I disagree: there is a good reason to accept the incompatibility of determinism and moral responsibility that is independent of this leeway incompatibilist thesis. Note that the moral responsibility at issue is the sense that involves basic desert, and unless otherwise specified, the term ‘moral responsibility’ will refer to this sense of the notion.

The strategy that best reveals this reason involves an argument from manipulation. The core idea is that an action’s being produced by a deterministic process that traces back to factors beyond the agent’s control, even when she satisfies all the causal conditions on moral responsibility specified by the contending compatibilist theories, presents in principle no less of a threat to moral responsibility than does deterministic manipulation by other agents. This strategy begins by contending that if someone is causally determined to act by other agents, for example, by scientists who manipulate her brain, then she is intuitively not morally responsible for that action (Taylor 1974; Ginet 1990; Pereboom 1995, 2001; Kane 1996; Mele 2006), and this is so even if she satisfies the prominent compatibilist conditions on moral responsibility. It continues by arguing that there are no differences between cases like this and otherwise similar ordinary deterministic examples that can justify the claim that while an agent is not morally responsible when she is manipulated, she can nevertheless be responsible in the ordinary deterministic examples. 


My multiple-case manipulation argument first of all sets out examples of actions that involve such manipulation, and in which the prominent compatibilist causal conditions on moral responsibility are satisfied (Pereboom 1995, 2001, 2011a). These cases, taken separately, indicate that it is possible for an agent not to be morally responsible even if the compatibilist conditions are satisfied, and that as a result these conditions are inadequate, that is, they are not, together with some other uncontroversial necessary conditions for moral responsibility, sufficient for it. One should note here that although compatibilists typically formulate their conditions as necessary but not as sufficient for moral responsibility, they do not intend their conditions to function merely as necessary conditions. Suppose an incompatibilist argued that an indeterminist necessary condition is needed to supplement some compatibilist condition. The compatibilist would not respond by saying that because her compatibilist formulation was intended only as a necessary condition her view had not been challenged. True, necessary conditions for moral responsibility do play an important role in a compatibilist account. Incompatibilists make their case by proposing necessary conditions for moral responsibility that rule out compatibilism, and compatibilists must respond by proposing alternative necessary conditions. But compatibilists also need to formulate sufficient conditions for moral responsibility, since it is essential to their case that we can attribute moral responsibility in certain standard cases. Specifically, the proposed compatibilist necessary conditions should  understood as aiming to supply sufficient conditions for moral responsibility in conjunction with other conditions that are relatively uncontroversial in the debate between compatibilists and incompatibilists, such as an epistemic condition (Pereboom 2001: 100-101).

In addition, this manipulation argument acquires more force by virtue of setting out three such cases, the first of which features the most radical sort of manipulation consistent with the proposed compatibilist conditions, each progressively more like a fourth, which the compatibilist might envision to be ordinary and realistic, in which the action is causally determined in a natural way. An further challenge for the compatibilist is to point out a relevant and principled difference between any two adjacent cases that would show why the agent might be morally responsible in the later example but not in the earlier one. I argue that this can’t be done, and that the agent’s non-responsibility therefore generalizes from the first of the manipulation examples to the ordinary case (Pereboom 1995, 2001, 2011; see McKenna 2008 and Haji 2009: 120-24; Nelkin 2011: 52-7 for articulations of this feature of the argument).


In my set-up, in each of the four cases Professor Plum decides to kill Ms. White for the sake of some personal advantage, and succeeds in doing so. The action under scrutiny, then, is his decision to kill Ms. White – a basic mental action. This action meets certain compatibilist conditions advocated by Hume: it is not out of character, since for Plum it is generally true that selfish reasons typically weigh heavily -- too heavily when considered from the moral point of view, while in addition the desire that motivates him to act is nevertheless not irresistible for him, and in this sense he is not constrained to act (Hume 1739/1978). The action also fits the compatibilist condition proposed by Harry Frankfurt (1971): Plum’s effective desire (i.e., his will) to murder White conforms appropriately to his second-order desires for which effective desires he will have. That is, he wills to murder her, and he wants to will to do so, and he wills this act of murder because he wants to will to do so. The action also satisfies the reasons-responsiveness condition advocated by John Fischer and Mark Ravizza (1998): Plum's desires can be modified by, and some of them arise from, his rational consideration of the reasons he has, and if he believed that the bad consequences for himself that would result from killing White would be much more severe than he actually thinks them likely to be, he would have refrained from killing her for that reason. This action meets the related condition advanced by Jay Wallace (1994): Plum has the general ability to grasp, apply, and regulate his actions by moral reasons. For instance, when egoistic reasons that count against acting morally are weak, he will typically regulate his behavior by moral reasons instead. This ability provides him with the capacity reflectively to revise and develop his moral character and commitment over time, and for his actions to be governed by these moral commitments, a condition that Alfred Mele (1995, 2006) and Ishtiyaque Haji (1998, 2009) emphasize. Supposing that causal determinism is true, is it plausible that Professor Plum is morally responsible for his action?


The four cases exhibit different ways in which Plum’s murder of White might be causally determined by factors beyond his control. In a first type of counterexample (Case 1) to the prominent compatibilist conditions, neuroscientists manipulate Plum in a way that directly affects him at the neural level, but so that his mental states and actions feature the psychological regularities and counterfactual dependencies that are compatible with ordinary agency (Pereboom, 2001: 121; cf. McKenna 2008):
Case 1: A team of neuroscientists is able to manipulate Professor Plum’s mental state at any moment through the use of radio-like technology. In this case, they do so by pressing a button just before he begins to reason about his situation. This causes Plum’s reasoning process to be strongly egoistic, which the neuroscientists know will deterministically result in his decision to kill White. Plum does not think and act contrary to character since his reasoning processes are frequently egoistic and sometimes strongly so. His effective first-order desire to kill White conforms to his second-order desires. The process of deliberation from which his action results is reasons-responsive; in particular, this type of process would have resulted in his refraining from deciding to kill White in some situations in which the reasons were different. Still, his reasoning is not in general exclusively egoistic, since he often regulates his behavior by moral reasons, especially when the egoistic reasons are relatively weak. He is also not constrained to act as he does, in the sense that he does not act because of an irresistible desire – the neuroscientists do not induce a desire of this kind.

In Case 1, Plum's action satisfies all the compatibilist conditions we just examined. But intuitively, he is not morally responsible for his decision. It is causally determined by what the neuroscientists do, which is beyond his control, and this makes it intuitive that he is not morally responsible for it. Consequently, it would seem that these compatibilist conditions are not sufficient for moral responsibility -- even if all are taken together.

This example might be filled out in response to those who have doubted whether Plum in Case 1 (or in a previous version of this example) meets certain minimal conditions of agency because he is too disconnected from reality, or because he himself lacks ordinary agential control (Fischer 2004: 156; Mele 2005: 78; Baker 2006: 320; Demetriou 2010). This concern highlights the fact that in this example two desiderata must be secured at once: the manipulation must preserve satisfaction of intuitive conditions of agency, and it must render it plausible that Plum is not morally responsible. It turns out that these two desiderata can be met simultaneously. Agency is regularly preserved in the face of certain involuntary momentary external influences. Finding out that the home team lost makes one act more irritably and egoistically, and news of winning a prize results in generous behavior, but the conditions of agency remain intact. Still, we commonly suppose that acting on such influences is compatible with moral responsibility. However, we can imagine an egoism-enhancing momentary influence that preserves agency but does undermine moral responsibility. Suppose that by way of neural intervention the manipulators enhance Plum’s disposition to reason self-interestedly at the requisite time, so that they know that as a result it is causally ensured that he will decide to kill Ms. White (cf., Shabo 2010: 376). Like the effect of finding out that the home team lost, this intervention would not undermine Plum’s agency, but intuitively it does render him non-responsible for his action.


Next consider a scenario more like the ordinary situation than Case 1:

Case 2: Plum is like an ordinary human being, except that neuroscientists programmed him at the beginning of his life so that his reasoning is frequently but not always egoistic (as in Case 1), and sometimes strongly so, with the consequence that in the particular circumstances in which he now finds himself, he is causally determined to engage in the egoistic reasons-responsive process of deliberation and to have the set of first and second-order desires that result in his decision to kill White. Plum has the general ability to regulate his behavior by moral reasons, but in his circumstances, due to the strongly egoistic character of his reasoning he is causally determined to make his decision. The neural realization of his reasoning process and of the resulting decision is exactly the same as it is in Case 1 (although the external causes are different). At the same time, he does not decide as he does because of an irresistible desire.

Again, although Plum satisfies all the prominent compatibilist conditions, intuitively he is not morally responsible for his decision. So Case 2 also shows that these compatibilist conditions, either individually or in conjunction, are not sufficient for moral responsibility. Moreover, it would seem unprincipled to claim that here, by contrast with Case 1, Plum is morally responsible because the length of time between the programming and his decision is now great enough. Whether the programming occurs a few seconds before or forty years prior to the action seems irrelevant to the question of his moral responsibility. Causal determination by what the neuroscientists do, which is beyond his control, plausibly explains Plum’s not being morally responsible in the first case, and I think we are forced to say that he is not morally responsible in the second case for the same reason. 
Imagine next a scenario more similar yet to an ordinary situation:

Case 3: Plum is an ordinary human being, except that he was causally determined by the rigorous training practices of his family and community in such a way that his reasoning processes are often but not exclusively rationally egoistic (in this respect he is just like he is in Cases 1 and 2). This training took place when he was too young to have the ability to prevent or alter the practices that determined this aspect of his character. This training, together with his particular current circumstances, causally determines him to engage in the strongly egoistic reasons-responsive process of deliberation and to have the first and second-order desires that result in his decision to kill White. Plum has the general ability to regulate his behavior by moral reasons, but in his circumstances, due to the strongly egoistic nature of his reasoning processes, he is causally determined to make his decision. The neural realization of this reasoning process and of his decision is the same as it is in Cases 1 and 2. Here again he does not decide as he does due to an irresistible desire.

For the compatibilist to argue successfully that Plum is morally responsible in Case 3, he must adduce a feature of these circumstances that would explain why he is morally responsible here but not in Case 2. It seems there is no such feature. In all of these examples, Plum meets the prominent compatibilist conditions for morally responsible action, so a divergence in judgment about moral responsibility between these examples won’t be supported by a difference in whether these conditions are satisfied. Causal determination by what the controlling agents do, which is beyond Plum’s control, most plausibly explains the absence of moral responsibility in Case 2, and we should conclude that he is not morally responsible in Case 3 for the same reason. 


Therefore it appears that Plum’s exemption from responsibility in Cases 1 and 2 generalizes to the nearer-to-normal Case 3. Does it generalize to the ordinary deterministic case?

Case 4: Physicalist determinism is true – everything in the universe is physical, and everything that happens is causally determined by virtue of the past states of the universe in conjunction with the laws of nature. Plum is an ordinary human being, raised in normal circumstances, and again his reasoning processes are frequently but not exclusively egoistic, and sometimes strongly so (as in Cases 1-3). His decision to kill White results from his strongly egoistic but reasons-responsive process of deliberation, and he has the specified first and second-order desires. The neural realization of his reasoning process and decision is just as it is in Cases 1-3. Again, he has the general ability to grasp, apply, and regulate his behavior by moral reasons, and it is not due to an irresistible desire that he kills White.

Given that we are constrained to deny moral responsibility in Case 3, could Plum be responsible in this ordinary deterministic situation? It appears that there are no differences between Case 3 and Case 4 that would justify the claim that Plum is not responsible in Case 3 but is in Case 4. In both of these cases Plum satisfies the prominent compatibilist conditions on moral responsibility. In each the neural realization of his reasoning process and decision is the same, although the causes differ. One distinguishing feature of Case 4 is that the causal determination of Plum's decision is not brought about by other agents (Lycan 1997). But the claim that this is a relevant difference is implausible. Imagine further cases that are exactly the same as Case 1 or Case 2, except that states at issue are instead produced by a spontaneously generated machine – a machine with no intelligent designer. Here also Plum would lack moral responsibility. 

From this we can conclude that causal determination by other agents was not essential to what was driving the intuition of non-responsibility in the earlier cases. Instead, a sufficient explanation for why the agent isn't responsible in these four cases is that he is causally determined by factors beyond his control in each. Because it’s highly intuitive that Plum is not morally responsible in Case 1, and there are no differences between Cases 1 and 2, 2 and 3, and 3 and 4 that can explain in a principled way why he would not be responsible in the former of each pair but would be in the latter, we are driven to the conclusion that he is not responsible in Case 4. The salient common factor that can plausibly explain why he is not responsible is that he is causally determined by factors beyond his control to decide as he does. This is therefore a sufficient explanation for his non-responsibility in each of the cases.

An important feature of the dialectic of this argument, and manipulation arguments more generally, is illuminated by Patrick Todd’s reply (2012) to an objection by Stephen Kearns (2010). Kearns’s objection is that if in a manipulation case it’s the manipulation that is supposed to make it intuitive that the agent is not responsible, the reason for the non-responsibility verdict does not transfer to the ordinary case, since the ordinary case involves no manipulation. But if manipulation does not have the role of making it intuitive that the agent is not responsible, then it should be possible to start the argument with a deterministic case that does not feature manipulation, and this would render the manipulation examples unnecessary. In response, Todd points out that

… the proponent of the argument contends -- and clearly must contend—that the manipulation is irrelevant as concerns what makes the agent unfree. She instead says that the manipulation can help us see that something does make the agent unfree. In other words, she first presents the scenario (say) to an agnostic, and asks whether the agnostic thinks that the agent is free (or responsible) in that scenario. And suppose the agnostic says ‘no’. She then points out that whatever would make the agent unfree in that scenario would also make the agent unfree in a qualitatively identical scenario, except in which blind natural causes have taken the place of an intentional agent.
Here is the dialectic as I see it, which accords with Todd’s assessment. Most people first enter into the free will debate with the assumption that ordinarily agents are blameworthy in the basic desert sense when they knowingly do wrong. For the natural compatibilist, the prospect that determinism is true wouldn’t change this assumption, and for the agnostic about compatibilism and incompatibilism the assumption would be challenged but not defeated. Incompatibilists believe that these reactions fail adequately to face up to the implications of determinism. The way manipulation arguments aim to remedy this putative shortcoming is by first devising a deterministic manipulation case with the hope that it will be more successful at eliciting a non-responsibility intuition than determinism alone does. The next step is to argue that non-responsibility is preserved even when the manipulation is subtracted, on the ground there is no responsibility-relevant difference between the deterministic case that features manipulation and one that doesn’t. The salient common factor is causal determination by factors beyond the agent’s control, and this will thus be sufficient for non-responsibility. In this way the manipulation argument aims to persuade the natural compatibilist and the agnostic that their resistance to incompatibilism is best given up.

Now a compatibilist might deny having any intuition that Plum in Case 1 is morally responsible (we will encounter a specific example of such a position shortly; see also Frankfurt 2002: 27-28). If someone has this unconflicted intuition even upon reflection, then this manipulation argument will not have the power to persuade him. But as Haji says, “if anything is clear, the literature reveals that targeted compatibilists have, generally, not taken the Four-Case Argument to be toothless….” (Haji 2009: 127). The idea is that if compatibilists felt no pull at all to the intuition, say, that Plum is not morally responsible in Case 1, they would not have bothered to the extent they have with this (type of) argument. Haji also points out that there is no consensus among compatibilists about the conditions that delineate when a manipulated agent is responsible, and that this lack of agreement results in the argument having a certain allure (Haji 2009: 126-27). A response that commands agreement among compatibilists hasn’t emerged, which perhaps indicates that compatibilists have intuitions about manipulation cases that prove difficult to systematize in a compatibilist theory.

Todd (2011) in addition makes a good case that proponents of manipulation arguments have assumed too heavy a burden: they do not need make it plausible that manipulated agents are not morally responsible, only that their responsibility is mitigated. This is because compatibilists will have as difficult a time explaining mitigated responsibility in a manipulation case as they would explaining non-responsibility. So if the compatibilist were to agree that Plum’s blameworthiness in Case 1 or in Case 2 is mitigated, what would, on the compatibilist view, account for this? If it is deterministic manipulation, then because there is no relevant difference between deterministic manipulation and natural determination, the compatibilist’s position would be compromised.

The four-case manipulation argument also provides an effective response to P. F. Strawson’s contention (1962) that the incompatibilist’s claim that determinism threatens the practice of holding people morally responsible amounts to an illegitimate external criticism of this practice (I discuss this “external criticism” charge in more detail in Chapter 6). Strawson argues that this practice is founded in our reactive attitudes, such as moral resentment and indignation, and while judgments of moral responsibility grounded in such attitudes can sometimes be mistaken because the target agents are in fact to be excused or exempted from moral responsibility, the rules for legitimately excusing and exempting internal to the practice will not license a wholesale “external” assault based on universal determinism. But first, the manipulation-fueled exemptions to moral responsibility exploited by the strategy are founded in moral intuitions that are widely accepted, and they are clearly internal features of the practice of holding people morally responsible. Second, it is also an internal feature of the practice that if no relevant moral difference can be found between agents in two situations, then if one agent is legitimately exempted from moral responsibility, so is the other. After generating the intuition that manipulated Plum is not morally responsible, the four-case argument proceeds by showing there is no relevant moral difference between agents in the manipulation cases and agents in ordinary deterministic situations. So it turns out that the basic elements of the argument are features internal to the practice of holding people morally responsible, and it should therefore count as an internal challenge to compatibilism.
 

Alfred Mele’s objections

Mele (2005; 2006: 141-44; 2007) objects that in Cases 1 and 2 Plum’s being manipulated is a better explanation for his non-responsibility than his being causally determined. In support, he notes that we also have the intuition that Plum is not morally responsible in certain indeterministic but otherwise similar manipulation cases, and that compatibilists have the intuition that Plum is morally responsible in some deterministic scenarios. He then points out that what is common between the deterministic and indeterministic cases that reliably generate the non-responsibility intuition is that Plum is manipulated. Thus the better explanation for Plum’s non-responsibility in these earlier cases is not his being causally determined, but rather his being manipulated.


However, first of all, the full explanation for Plum’s non-responsibility in Cases 1 and 2 cannot just be that he is manipulated by other agents, since some types of manipulation by other agents are compatible with moral responsibility. For example, if the Plum were a libertarian free agent, and the manipulators increased his perception of the weight of the egoistic reasons, but not so much as to causally determine him to decide to kill White, it’s intuitive that he might still be blameworthy for his decision. The fact that the manipulation is deterministic in Cases 1 and 2 is doing key work in explaining our non-responsibility intuition. And if in those cases the manipulators were replaced by machines that randomly form in space and that have the same deterministic effect on Plum as the manipulators do, the intuition that Plum is not morally responsible persists. This shows that even if manipulation by other agents is part of what triggers the non-responsibility intuition for Cases 1 and 2, it’s possible for this factor to be subtracted while non-responsibility is preserved. One might contend that deterministic manipulation either by other agents is or machines needed for explaining non-responsibility, but then one would need to specify the difference between deterministic machine-manipulation and ordinary causal determination that would explain in a principled and satisfactory way why an agent can be responsible in the ordinary case but not when machine-manipulated. This I think cannot be done.


Furthermore, the fact that we can substitute an indeterministic for a deterministic case and still have the intuition that Plum is not morally responsible (I in fact endorse this idea in chapter 2 and in Pereboom 2001, pp. 41-54) does not show that causal determination by factors beyond the agent’s control isn’t the explanation for non-responsibility in deterministic Cases 1 and 2. Here is an analogy.
 Imagine that a dam at one end of a reservoir would break if the reservoir were filled with more than one billion gallons of water, because the dam could not withstand the pressure that this volume of water would exert. Suppose the reservoir is in fact filled with more than one billion gallons of water, and the dam breaks. It is natural to say here: “what explains the dam’s breaking is the water pressure.” However, someone might object: “if the reservoir were filled with more than one billion gallons of oil, it would also have broken. So the water pressure doesn’t explain the dam’s breaking.” To this the correct response would be: some true causal explanations set out the actual sufficient conditions for an event’s occurring, and accordingly the explanation by way of the water pressure is true. But there is also an explanation of the dam’s breaking common to both the water pressure and the oil pressure scenarios: liquid pressure higher than a certain level caused the dam to break. But the water-pressure explanation doesn’t compete with the liquid-pressure explanation – they are explanations at different levels of generality (Pereboom 2005, 2007).


This example shows that an explanation that lays out sufficient causal conditions for X can be true even if X would still result if some features of those sufficient causal conditions were altered; and also that in such cases there can be a more general explanation for X, common to both the actual and the counterfactual situation. Thus even if Plum would still be non-responsible for his act of murder if the causal determination in Case 2 were changed to some kind of indeterminism, determinism might still explain his non-responsibility in Case 2, while a more general fact, such as the presence of causal circumstances that preclude responsibility-relevant control, might explain his non-responsibility in both cases. In my broader story, causal determinism precludes moral responsibility for the more general reason that it is a type of causal circumstance that precludes responsibility-relevant control, while at the same time there are other types of causal circumstance that also preclude it. Consequently, my broader account cannot be undercut merely by pointing out that there are cases of non-responsibility in which causal determinism is absent, and manipulation is present, while the manipulation results in a type of causal circumstance that precludes responsibility-relevant control. 

Mele has more recently sharpened his challenge by proposing the following eminently plausible criterion for adjudicating between competing explanations: if phenomenon A has possible explanations B and C, see if Bs without Cs result in A, and if Cs without Bs result in A. If Bs without Cs always result in A, and if Cs without Bs do not always result in As, then C is very plausibly not the explanation of A, while B is a good candidate (Mele 2007, 204). Applying this criterion to the manipulation argument, the question is: what better explains Plum’s non-responsibility, causal determination or manipulation? Manipulation (B) without causal determination (C) results in non-responsibility (A), Mele says, and at least some compatibilists find it intuitive that causal determination (C) without manipulation (B) does not always result in non-responsibility (A), and so it seems that causal determination is plausibly not the explanation for non-responsibility, while manipulation is a good candidate.

Mele has us consider incompatibilist intuitions about three kinds of example: “Pereboom’s stories featuring manipulation and determinism, my parallel stories featuring very similar manipulation without determinism, and deterministic stories that resemble Pereboom’s but involve no manipulation (and no monkey business of other kinds).” He then reiterates his claim that because incompatibilists will have the non-responsibility intuition even in his indeterministic versions of the manipulation stories, we are not entitled to conclude that the best explanation for their intuition that Plum is not morally responsible in these examples is that his action results from a deterministic causal process that traces back to factors beyond his control. But now in addition,
…these imagined data do help in the case of compatibilists who have “the intuition” that Plum is not morally responsible for the killing in one or more of Pereboom’s stories. Other things being equal, given that that intuition is generated in them both by a deterministic case of manipulation and by an indeterministic analogue of that case, but not by a comparable deterministic case involving no manipulation, the manipulation featured in the relevant cases is a better candidate for an explanation of their “nonresponsibility” intuitions about these cases than determinism is. The judgment that the determinism in a deterministic manipulation case provides the best explanation of these compatibilists’ “nonresponsibility” intuitions about it is silent on the analogous indeterministic case, and it yields the prediction that these compatibilists will have “the intuition” that Plum is not morally responsible for the killing in any straightforward deterministic story I might tell that involves no manipulation and no monkey business of any kind. Obviously, the imagined data do not warrant that prediction. (Mele 2007, 204-5)
As I’ve pointed out, the claim that manipulation without causal determination can issue in non-responsibility is compatible with the hypothesis that causal determinism explains non-responsibility in examples in which the manipulation is causally deterministic. Furthermore, we’ve seen that manipulation without causal determination does not always result in non-responsibility. Manipulation must be of the sort that precludes responsibility-conferring control if it is to explain non-responsibility. Part of what’s at issue, then, is what it is about Plum’s situation that is control-precluding, and it can’t be manipulation per se. 

Mele conjectures that in my cases the manipulation bypasses the capacities for reflective control agents have over their mental lives over time (e.g., 2006, 166-7), and that this is what explains the intuition of non-responsibility. Haji has recently developed this type of reply in detail (2009: 166-68). Imagine that Plum in Case 4 has acquired, in a normal and rationally reflective but deterministic way, an evaluative scheme, which on Haji’s account consists in normative standards for action that Plum accepts, goals that he thinks worthwhile, reasonable deliberative principles, and motivation to act on the normative standards, realize these goals, by engaging the deliberative principles (2009: 149-50). We might imagine that in Case 1 Plum’s evaluative scheme develops in the normal deterministic way it does in Case 4, while in Case 2 Plum is in this respect psychologically and neurally identical to Case 4’s Plum except that the originating causes are different. Haji would be happy to say that in these manipulation cases Plum is morally responsible for his decision, but not if the beliefs and desires that result in the decision to kill are implanted by the manipulators and “Plum’s reasoning to kill White issues from these beliefs and desires without engaging elements of Plum’s authentic evaluative scheme; the reasoning bypasses these elements” (2009: 167). In response, one might first ask what plausible for engagement with one’s evaluative scheme would be in force, in particular for blameworthy actions. It’s not credible that agents would be blameworthy only for immoral ways of behaving that their reflectively developed evaluative schemes would actually endorse. Most intuitively blameworthy wrongdoing results from a failure to act in accord with  one’s accepted moral values, which is occasioned by the competing strength of motivations such as self-interest, or the force of contrary motivations resulting from irritability, anger, disappointment, or fatigue.
 Often such blameworthy behavior is accompanied by the agent’s temporary endorsement despite his general acceptance of a moral evaluative scheme. Thus Case 1 might be constructed so that Plum’s reflectively endorsed decision to kill White, which is deterministically caused by the neuroscientists’ induction of the egoistic reasoning process, is at odds with the moral evaluative scheme he generally accepts. This version of Case 1 is particularly apt to occasion an intuition of non-responsibility.

Still, to accommodate Haji’s perspective, we can construct the cases so that Plum reflectively endorses the general policy of occasionally reasoning and acting egoistically and immorally when doing so is clearly in his self-interest. Like most of us, sometimes his reasoning and action is more strongly egoistic and immoral than it is at others. In Case 1, we can suppose that Plum would not have decided to kill White had it not been for the neuroscientist’s implantation of a temporary disposition to reason is a strongly egoistic way. Still, this disposition does not bypass the evaluative scheme he generally accepts, and so Haji’s condition is clearly met. I nevertheless find it intuitive that Plum is not responsible. In Case 2, we imagine that the manipulators set him up from the outset so that he develops this morally unimpressive evaluative scheme over time, and so that he will reason in the specified egoistic way at the relevant time.
 Then his evaluative scheme again evolves normally, and it is not bypassed when he decides to kill White. I nevertheless have the sense that Plum is not morally responsible for his decision.
Let’s now consider Mele’s proposal that our assessment of the upshot of the manipulation cases should appeal to the fact at least some compatibilists find it intuitive that in ordinary cases causally determined agents who are not manipulated are morally responsible. To this we can add that many uncommitted participants in the debate, and many incompatibilists, have this intuition as well (Nichols and Knobe 2007). However, the concern that incompatibilists have about these intuitions is that in ordinary cases we are not aware of the actual causes of our actions, and if we were, we would or should reconsider our judgments that agents are free in the sense required for moral responsibility. Spinoza observed, “men think themselves free, because they are conscious of their volitions and their appetite, and do not think, even in their dreams, of the causes by which they are disposed to wanting and willing, because they are ignorant of [those causes]” (1667/1985: 440). One serious possibility is that our choices and actions do in fact result from deterministic causal processes that trace back to factors beyond our control, while ordinary intuitions and judgments about moral responsibility do not presuppose such determinism about choice and action, and they may even presuppose that it is false. And crucially, the intuitions that are formed under such neutral or indeterministic suppositions might well persist even if it specified that the scenario to be assessed is deterministic (Nichols and Knobe 2007). So it stands to reason that when we are reflectively assessing manipulation arguments, the initial intuition that agents can be morally responsible in ordinary deterministic situations should not be accorded whatever weight we might initially assign to it. What’s needed is a vehicle for making the supposition of determinism salient in a way that effectively brings it to bear on these intuitions, judgments, and associated emotions. This is part of the point of the manipulation examples in the four-case argument. The idea is to devise scenarios in which the deterministic causes of actions are readily salient in this respect, and to show that there is no relevant difference between these causes and ordinary deterministic ones.

Thus, in answer to Mele, manipulation per se cannot explain Plum’s non-responsibility in Cases 1 and 2, and neither can bypassing. Causal determination remains a candidate for the best explanation of his non-responsibility in these examples, and this does not conflict with manipulation absent causal determinism yielding non-responsibility in indeterministic cases. Moreover, if the incompatibilist’s concern is to be engaged, in reflective assessment of the manipulation examples the initial intuition that agents can be morally responsible in ordinary deterministic situations should not be granted whatever weight we would unreflectively assign to it. While the objections Mele raises need to be taken into consideration when assessing the strength of the four-case argument, my sense is that they do not undercut its force.

John Fischer’s challenge…
McKenna’s hard-line reply



By Michael McKennna’s characterization, a hard-line reply claims that Plum is morally responsible in all of the manipulation cases, or at very least that it is not clear that Plum is not responsible in these cases, while a soft-line reply claims that he is responsible in some of the cases although not in others (McKenna 2008; my reply is in Pereboom 2008; see also Haji and Cuypers 2006, and Haji 2009 for a valuable discussion of the dialectical issues that the hard and soft-line replies raise; and Nelkin 2011: 55-6 for an assessment of the hard-line view). The central idea of McKenna’s own hard-line reply to the multiple-case manipulation argument is that whatever attitude it is rational initially to have about Plum’s responsibility in the ordinary deterministic examples transfers to the manipulation cases, since, after all, the cases are set up so that there are no responsibility-relevant differences among them. In his view, since it is at the outset rational for us to have an agnostic attitude about the claim that Plum is morally responsible in the ordinary deterministic examples (my Case 4, his Case 6), the absence of relevant differences allows this rational agnosticism to transfer unimpeded to the manipulation cases, thereby depriving them of counting in favor of incompatibilism. My response is that if we are precise about the attitude it is rational to have about Plum in these examples, we will see that the force of this hard-line compatibilist response is compromised. 

Exactly what is the initial attitude about Plum’s responsibility in the ordinary deterministic case that McKenna thinks transfers through the series to the first? He specifies it here: 

My claim is only that it is not clearly the case that Plum in Case 6 is not free and morally responsible even though he acts at a world in which causal determinism is true. I then generalize through the series of cases until we get to Case 1. I seek to elicit the thought that it is not clear that Plum is not free and morally responsible in the series from Case 6 to Case 1.

The initial attitude is therefore: 


(M) It is not clear that Plum is not morally responsible. 
Thus McKenna’s claim is that because there are no relevant differences among the cases, it is rational to believe that in the remote and local manipulation cases it is not clear that Plum is not morally responsible. Here one might note an epistemic version of Todd’s (2011) contention that proponents of manipulation arguments need only claim that the responsibility of manipulated agents is mitigated, since it will be as hard for a compatibilists to explain mitigated as non-responsibility in a manipulation case. Similarly, if the compatibilist is content to claim merely that it is not clear that Plum is not morally responsible, one might ask for an explanation of the hesitation, which might be as difficult for him to provide as an explanation of confidence in non-responsibility. (McKenna, however, only takes the agnostic position as a dialectical stance, since he is a convinced compatibilist.)

McKenna’s reply supposes that in the discussion between the compatibilist and the incompatibilist, (M) expresses the attitude that it is at first rational to have toward Plum’s responsibility in the ordinary deterministic case. I have a different take on the dialectic, as my earlier discussion of Spinoza’s diagnosis of why people believe that they are free indicates. In everyday life, we assume that people can be, and often are morally responsible, in the basic desert sense, for their actions. However, we ordinarily do not bring to bear on this assumption any theory about the general causal nature of the universe that might threaten its rationality. For example, we do not seriously question the rationality of this assumption given the theory that every event, including choices and actions, result from deterministic causal processes that trace back to a time before their agents existed. 

Imagine that we instead did engage in such serious questioning. That is, suppose that we engaged in such questioning upon the suggestion that determinism might threaten our judgments of moral responsibility, but prior to the introduction of a further argument for incompatibilism, such as the direct argument (van Inwagen 1983) or an argument from manipulation. One might envision disagreement about the effect this should have. An incompatibilist might echo Spinoza and claim that the epistemically rational response is to cease to believe that we are free. A compatibilist might hold that at this point the epistemically rational response is to retain our everyday assumption that people can be, and often are, morally responsible in the sense at issue. Still others might think that we should be agnostic.


An especially intransigent compatibilist response is to deny that under these circumstances determinism poses even a prima facie threat to our everyday assumption, and that it is rational to refuse to take seriously any further consideration for there being such a threat (Honderich 1988). Its advocate would say about an ordinary case of an immoral action, in which it is specified that the action results from a causally determined process that traces back beyond the agent’s control, that determinism does not even provide a prima facie reason for relinquishing the assumption of basic desert responsibility, and that it is rational to consider enquiry into the issue closed. Call this the resolute compatibilist response.


A distinct approach affirms that determinism provides a reason for giving up the responsibility assumption, but claims that so far the issue has not been settled. Its advocate would say about an ordinary case of an immoral action, in which it is specified that the action results from a causally determined process that traces back beyond the agent’s control, that it is now in question whether the agent is morally responsible in the sense at issue. Call this the neutral inquiring response. By this response it is initially epistemically rational not to believe that the agent in an ordinary deterministic example is morally responsible in the basic desert sense, and not to believe that he isn’t, but to be open to clarifying considerations that would make one or the other of these beliefs rational. 

Crucially, the neutral inquiring response differs from that of the confirmed agnostic, who claims that it is not clearly the case that the ordinary determined agent is morally responsible in the sense at issue, and that it is not clearly the case that he is isn’t, but, like the resolute compatibilist, maintains that it is rational to consider enquiry into the issue closed, and for this reason is not open to further clarifying considerations.


These responses are points along a continuum, but they are salient in the present discussion. Suppose that the confirmed agnostic response to the ordinary deterministic case were epistemically rational. Then, given no relevant differences among the cases, we would have a good argument that the confirmed agnostic response about the remote and local manipulation cases is rational. So if the confirmed agnostic response were rational in the ordinary case, we could generate McKenna’s conclusion.


But the dynamic differs for the neutral inquiring response. It might at first be suggested that if the neutral inquiring response were initially epistemically rational for the ordinary deterministic case, the similarities among the cases would generate a sound argument for establishing the epistemic rationality of not believing that the locally or remotely manipulated agents are morally responsible in the sense at issue, and not believing that they aren’t, and being open to clarifying considerations that would make one or the other of these beliefs rational. However, this suggestion does not take into account that adducing an analogy for which one’s intuitions are clearer might itself count as the relevant sort of clarifying consideration. If the neutral inquiring response to an ordinary determined agent were initially epistemically rational, it might then be that an analogous manipulation case functions as a clarifying consideration that makes rational the belief that the ordinary determined agent is not morally responsible. This possibility is ruled out by the confirmed agnostic, but not by the neutral inquirer.


Thus, if the initial confirmed agnostic response transferred through to the remote and local manipulation cases, agnosticism about responsibility in those cases would result, and we would have the dialectical stalemate that McKenna aims for. But the neutral inquiring response is open to the potential rational influence of manipulation examples, and so we cannot assume that it transfers to the manipulation cases unaltered. As a result, an argument that begins with the neutral inquiring response for the ordinary deterministic case will not secure agnosticism about manipulation cases. 

In my view, the most attractive way of conceiving manipulation arguments involves supposing that the neutral inquiring attitude about ordinary determined agents is initially epistemically rational. One might envision this supposition to be pragmatic: it’s the best one for the opposing parties in the debate to make if there is to be a productive engagement. The resolute compatibilist and confirmed agnostic initial stances toward ordinary deterministic cases would make this more difficult. Fruitful discussion requires participants to find common ground by setting aside at least some key points of disagreement. It’s also plausible that this supposition is substantively the reasonable one to make. My sense of the dialectic is that the resolute compatibilist and confirmed agnostic initial attitudes toward the agent in the ordinary deterministic case are unreasonable. I think this is also true for a resolute incompatibilist stance. These attitudes are unreasonable because they are not open to the further clarifying considerations. As a result, the similarities of the cases will not yield a sound argument for the epistemic rationality of the attitudes specified by these positions toward agents in the remote and local manipulation cases. 
McKenna’s reaction to this line of argument is that the initial stance should be open to clarifying considerations, but one’s intuitions in ordinary cases should also have a role in formulating the final rational response, and this has the potential of swinging the balance his way. Moreover, the manipulation cases are artificial, and we should be more confident in our judgments about ordinary, non-artificial cases. But again, we do not ordinarily do not bring to bear on our judgments of responsibility any theory about the general causal nature of the universe that might threaten their rationality. The Spinozan concern is that in ordinary cases such judgments will have been shaped by a supposition of indeterministic free will. The local and remote manipulation cases may be artificial, but the artificiality is required to make the deterministic causation salient, while for the ordinary cases the concern is that it is not, and thus readily suppressed. As Nelkin (2012) suggests, “one might argue that their unrealistic quality helps ensure that we are focused on the stipulated features, and that we aren’t implicitly but unconsciously relying on background assumptions that we bring to ordinary life. In this way, the intuitions are arguably more reliable than the real life ones.” It would thus be problematic for the compatibilist to counsel that intuitions about ordinary cases have a serious tempering effect on intuitions about the manipulation cases, since the manipulation cases are formulated devised to correct for inadequacy in the extent to which we take into account hidden deterministic causes in our intuitions about ordinary cases.

A hard-liner might argue that he simply does not have the intuition that the locally manipulated agent is not morally responsible or the intuition that his responsibility is even mitigated, and, more ambitiously, that those who do have such intuitions are irrationally swayed by emotion. Consider these remarks in a hard-line sermon on reprobation by Nathaniel Emmons (1745-1840), prominent New England Congregationalist theologian, preacher and educator of clergy. The scriptural text for the sermon is from the passage in which God hardens Pharaoh’s heart on various occasions prior to the exodus of Israel from Egypt (Exodus 8-14):

It is often thought and said that nothing more was necessary on God’s part, in order to fit Pharaoh for destruction, than barely to leave him to himself. But God knew that no external means and motives would be sufficient of themselves to form his moral character. He was determined, therefore, to operate on his heart itself, and cause him to put forth certain evil exercises in the view of certain external motives. When Moses called upon him to let the people go, God stood by him and moved him to refuse. When Moses interceded for him and procured him respite, God stood by him and moved him to exult in his obstinacy. When the people departed from his kingdom, God stood by him and moved him to pursue after them with increased malice and revenge. And what God did on such particular occasions, he did at all times. He continually hardened his heart, and governed all the exercises of his mind, from the day of his birth to the day of his death. This was absolutely necessary to prepare him for his final state. All other methods, without this, would have failed of fitting him for his destruction... Pharaoh was a reprobate. God determined him from eternity to make him finally miserable. This determination he eventually carried into effect. He brought him into being, formed him a rational and accountable creature, tried him with mercies and judgments, hardened his heart under both, caused him to fill up the measure of his iniquity, and finally cut him off by an act of justice. (Emmons, v. 2., 1860, 327, 330/1987, 391-2; 395)

One might imagine filling out this story along the lines of Case 1: Pharaoh satisfies all the compatibilist conditions on moral responsibility, God’s manipulation is at the neural level, and Pharaoh never acts out of character. Still, Emmons maintains that Pharaoh is morally responsible, and that God justly damns him to hell for his actions. How could Pharaoh have been morally responsible, one might wonder, given the causal history of his actions? Emmons says “but it appears from the whole history of his life that he acted as freely and voluntarily as any other man in the world” (Emmons, v. 2, 1860, 332/1987, 397). Emmons has the firm intuition that locally manipulated Pharaoh is free and thus morally responsible – presumably in the basic desert sense. Moreover, it is not at all farfetched to say that quite a few others – many other Calvinists, for example -- have shared this sort of intuition.

A hard-liner who does have the intuition that even Pharaoh is morally responsible might be concerned about the fact that his hard-line intuitions are not universally shared. An ambitious approach aims to explain away contrary intuitions as unreasonably generated. At the end of his sermon, Emmons intimates that what fuels contrary intuitions is an inappropriate sympathy (“taking the part of”) that suppresses the correct sense of moral responsibility and retributive justice: 

If God is to be justified in his treatment of Pharaoh and all the rest of the non-elect, then it is absolutely necessary to approve of the doctrine of reprobation in order to be saved… While the decree of reprobation is being eternally executed in the vessels of wrath, the smoke of their torments will be eternally ascending in the view of the vessels of mercy, who instead of taking the part of those miserable objects, will say “Amen, Alleluia, praise ye the Lord.” It concerns, therefore, all the expectants of heaven to anticipate this trying scene, and ask their hearts whether they are on the Lord’s side, and can praise him for reprobating as well as electing love. This is the most proper subject by which to try their Christian character. They must sooner or later be brought to this touchstone, and either stand or fall by it. The day of decision is at hand. The scenes of eternity will soon be open to view. And those who cannot heartily and joyfully sing the song of Moses and the Lamb, must be excluded from the abodes of the blessed, and sink speechless into the bottomless pit of despair. (Emmons v. 2, 1860, 338/1987, 402)

By analogy, the appropriate intuition in Cases 1 and 2 would be that Plum is morally responsible, in these cases blameworthy, for his action, and those who do not have this intuition are affected by inappropriate sympathy.


One might apply this conjecture to incompatibilist intuitions more generally. Shaun Nichols and Joshua Knobe (2007) cite data in which subjects most frequently provide incompatibilist responses when examples of wrongdoing are designed to generate a low emotional affect, but more frequently provide compatibilist responses when examples of wrongdoing are designed to generate high affect. An explanation they consider is that in the high affect cases, the rational response is suppressed or precluded by emotion, here perhaps indignation or vengefulness. But one might argue instead that in the low affect cases, inappropriate sympathy suppresses the rational response, while in the high affect cases, inappropriate sympathy is more likely to be balanced off by indignation, allowing the appropriate response to emerge. 

Even having taken in all of these considerations, I still do not have intuition that Pharaoh given Emmons’s description, or Plum in Cases 1 and 2 is morally responsible. It’s not either that I’m conflicted -- I don’t have these intuitions at all. What can I say in my defense? First, often sympathy enhances our sensitivity to issues of moral responsibility rather than clouding it. In uncontroversial cases of exemption from moral responsibility, sympathy often motivates the appropriate response. On the other hand, we do sometimes feel sympathy for an agent when we should be tough on him instead, so maybe the inappropriate-sympathy account nevertheless has potential. 

My position has the cost of denying that McKenna’s causally determined and perhaps manipulated virtuous agent is morally responsible. He cites an example of a woman who is causally determined and perhaps in a sense manipulated by extremely difficult circumstances to see her life as one that should not be squandered, but lived to the fullest. His intuition is that she is morally responsible for acting on the resulting values, and my sense is that this response would be widespread. To this the free will skeptic can reply even though she is not morally responsible in the basic desert sense, she has nonetheless has achieved something extremely valuable, and that this achievement is appropriately enjoyed and celebrated. More generally, if one aspires to virtue, then if one succeeds in acting virtuously, intuitively this outcome can be one's achievement even if one is not morally responsible for it. If someone aspires to being a good parent, and she succeeds, she might have an accurate perception of having achieved what she aspired to accomplish, even if because determinism is true she does not deserve, in the basic sense, praise for her efforts. Moreover, such an achievement can be enjoyed and celebrated even if the agent does not in the basic sense deserve praise. We can simply be happy, and express our happiness, because of the character of her agency, and that such an agent exists.


Let me reiterate that the moral responsibility at issue in the sense that involves basic desert. I can’t see how Emmons’s Pharaoh, or Plum in Case 1 or in Case 2, could be morally responsible in this sense. But there are other senses of ‘moral responsibility,’ and the hard-liner’s intuitions might be understood with reference to one of these senses. For example, an agent could be morally responsible in the forward-looking answerability sense; it would then be legitimate to expect him to respond to such questions as -- "Why did you decide to do that? Do you think it was the right thing to do?" and to evaluate critically what his decisions and actions indicate about his moral character, with an eye to future improvement; (I develop a notion of responsibility of this sort in Chapter 5). An intuition that manipulated Plum is morally responsible might be explained by the plausibility of his being responsible in this way. But while this may be a bona fide notion of moral responsibility, it is not the one at issue in the free will debate. Incompatibilists would not find our being morally responsible in this sense to be even prima facie incompatible with determinism. The notion that incompatibilists do believe to be incompatible with determinism is rather the one defined in terms of basic desert.
Haas and rational coercion

 
In his defense of the hard-line reply against my response to McKenna, Daniel Haas (2012) proposes that an alternative reasonable initial attitude that is friendly to compatibilist intuitions about moral responsibility is “to hold that determinism does not seem to be incompatible with responsibility but grant that this could be a mistaken assumption.” He then argues that by neglecting to consider this position as a candidate appropriate initial attitude, I unfairly stack the deck against compatibilist. To rectify this oversight, Haas proposes that this compatibilist alternative and also the analogous incompatibilist attitude be considered initially rational for the ordinary deterministic examples:
Incompatibilist neutral inquirers: inclined towards the intuition that determinism does seem to provide a reason for giving up our everyday intuition that agents are responsible, but are open to clarifying conditions showing that this intuition could be mistaken. Compatibilist neutral inquirers: inclined towards the intuition that determinism does not seem to provide a reason for giving up our everyday intuition that agents are responsible, but are open to clarifying conditions showing that this intuition could be mistaken.

In Haas’s characterization, compatibilist and incompatibilist neutral inquirers agree that it is an open question whether someone is morally responsible if her actions result from a causally determined process beyond their control. Each are open to modification by clarifying considerations about individual manipulation cases, and both grant that it is a live question whether an appropriately manipulated agent is morally responsible. Crucially, Haas argues that proceeding from the ordinary to the local manipulation case, no clarifying consideration will rationally constrain the compatibilist neutral inquirer to give up her initial attitude, and that the same is true for the incompatibilist neutral inquirer, and furthermore, that this counts against my position. 

But I agree that Haas is right to claim that incompatibilist cannot justify the claim that the compatibilist neutral inquirer will encounter clarifying considerations that rationally constrain her to modify the attitude she initially holds. Here is how I see the dialectic. McKenna assumed he could run an agnostic’s position from the ordinary example through Case 1 in the sense that the initially rational agnostic position would be guaranteed to be preserved through to Case 1. To this I replied that such a guarantee is precluded by the possibility of clarifying considerations altering the agnostic position upon encountering the manipulation cases. The neutral inquiring agnostic’s position thus cannot be run backward through the cases with assurance that the agnosticism would survive through to the first case, since the encountering the manipulation cases have the potential to sway the agnostic toward incompatibilism. But I did not rule out that a rational neutral inquiring agnostic could rationally resist the incompatibilist force of Case 1 and thus remain agnostic. 

Furthermore, I do not believe that I am in a position to justify the charge that a compatibilist neutral inquirer whose initial intuition is preserved through consideration of the manipulation cases is irrational. For that matter, I doubt that I can justify the claim that Emmons’s judgment about Pharaoh is irrational. This is not to say that these compatibilist stances are not in fact irrational, but rather only that I have no way of substantiating such an assessment. Manipulation cases are designed to sway intuitions in a dialectical situation in which prior reasoning has not broken the impasse. The incompatibilist can hope that intuitions about such cases will generally go his way. He can bolster his case by arguing, for instance, that it’s not dialectically appropriate to privilege intuitions about ordinary cases. But he cannot justify the claim that when in the end the compatibilist’s intuitions don’t conform to his, she is irrational. Thus the incompatibilist cannot treat manipulation examples as rationally coercive. But this does not undercut the claim I do want to make, that an agnostic or neutral response of some sort is guaranteed to survive the backward run through the cases.
Asymmetry, praiseworthiness, and manipulation… (on Wolf and Nelkin)
Concluding principles

In my view, then, the multiple case manipulation argument indicates that none of the proposed compatibilist causal conditions on moral responsibility are adequate, independently or in conjunction with one another, and it also yields a strong internal challenge to Strawson's route to compatibilism. I conclude that we have good reason to think that agents cannot be morally responsible in the basic desert sense for decisions or intention formations – for basic actions -- when factors beyond their control causally determine their occurrence…
References

Baker, L. (2006). “Moral Responsibility without Libertarianism,” Noûs 40, pp. 307-30.

Demetriou, K. (2010). “The Soft-Line Solution to Pereboom’s Four-Case Argument,” Australasian Journal of Philosophy 88, pp. 595-617.

Fischer, J. M. (1982). “Responsibility and Control,” Journal of Philosophy

Fischer, J. M. (1994). The Metaphysics of Free Will, Oxford, Blackwell Publishers.

Fischer, J. M., and M. Ravizza (1998). Responsibility and Control: A Theory of Moral 
Responsibility, Cambridge: Cambridge University Press.

Fischer, J. M. (1999). "Recent Work on Moral Responsibility, Ethics 110, pp. 93-139. 

Fischer, J. M. (2004). “Responsibility and Manipulation,” The Journal of Ethics 8, pp. 145-77.

Fischer, J. M. (2006). My Way, Oxford: Oxford University Press.

Fischer, J. M., R. Kane, D. Pereboom, and M. Vargas (Four Views 2007). Four Views on Free Will, Oxford: Blackwell Publishers.

Ginet, C. (1990). On Action. Cambridge: Cambridge University Press.

Haas, D. (2012). “In Defense of Hard-line replies to the Multiple-case Manipulation Argument,” Philosophical Studies.
Haji, I. and S. Cuypers (2006). "Hard- and Soft-Line Responses to Pereboom's Four-Case 
Manipulation Argument," Acta Analytica 21, pp. 19-35 
Haji, I. (2009). Incompatibilism’s Allure: Principal Arguments for Incompatibilism, Peterborough, ON, Broadview Press.

Hume, D. (1739/1978). A Treatise of Human Nature, L. A. Selby-Bigge, ed., Oxford: Oxford 
University Press.

Kearns, S. (2011). “Aborting the Zygote Argument,” Philosophical Studies.

Lycan, W. G. (1997). Consciousness, Cambridge: MIT Press University Press.
McKenna, M. (2008). “A Hard-line Reply to Pereboom’s Four-case Argument,” Philosophy and Phenomenological Research.

Mele, A. (1995). Autonomous Agents, Oxford: Oxford University Press.

Mele, A. (2005), “A Critique of Pereboom’s ‘Four-Case’ Argument for Incompatibilism,” Analysis 65, pp. 75-80.

Mele, A. (2006) Free Will and Luck, Oxford: Oxford University Press.

Mele, A. (2007). “Free Will and Luck: Replies to My Critics,” Philosophical Explorations 10, pp. 195-210.

Nelkin, D. (2008) “Responsibility and Rational Abilities: Defending an Asymmetrical View,” in Pacific Philosophical Quarterly 89, pp. 497-515.
Nelkin, D. (2011). Making Sense of Freedom and Responsibility, Oxford: Oxford University Press.

Nelkin, D. (2012). Replies in session on Making Sense of Freedom and Responsibility, Pacif Division Meetings of the American Philosophical Association, Seattle, Washington, April 2012.
Nichols, S. and J. Knobe (2007). “Moral Responsibility and Determinism: The Cognitive Science of Folk Intuitions,” Nous
Pereboom, D. (1995). "Determinism Al Dente," Noûs 29, pp. 21-45

Pereboom, D. (2001). Living without Free Will, Cambridge: Cambridge University Press.

Pereboom, D. (2005). “Defending Hard Incompatibilism,” Midwest Studies 29, pp. 228-47.

Pereboom, D. (2007). “On Mele’s Free Will and Luck,” Philosophical Explorations 10, pp. 163-72
Pereboom, D. (2008). “A Hard-line reply to the Multiple-Case Manipulation Argument,” 
Philosophy and Phenomenological Research 77 (2008), pp. 160-70
Pereboom, D. (2011a). “Optimistic Skepticism about Free Will, The Philosophy of Free Will: Selected Contemporary Readings, Paul Russell and Oisin Deery, eds., New York: Oxford University Press, forthcoming.
Spinoza, B. (1677/1985). Ethics, Appendix to Part I, II 78; The Collected Works of Spinoza, ed. 
and tr. E. Curley, Volume 1; Princeton: Princeton University Press. 

Todd, Patrick (2011). “A New Approach to Manipulation Arguments,” Philosophical Studies.

Todd, Patrick (2012). “Defending (a Modified Version of the) Zygote Argument,” Philosophical Studies, 152, pp. 127-33.
Van Inwagen, P. (1983). An Essay on Free Will, Oxford: Oxford University Press.

Van Inwagen, P. (2000). “Free Will Remains a Mystery,” Philosophical Perspectives 14, pp. 1-
19.

Wallace, R. J. (1994). Responsibility and the Moral Sentiments, Cambridge: Harvard University 
Press.

Wolf, Susan. (1980). "Asymmetrical Freedom," Journal of Philosophy 77, pp. 151-66.

Wolf, Susan. (1990). Freedom within Reason, Oxford: Oxford University Press.
� I provide this example in Pereboom (2007, 169-70), and here I embellish my account by responding to Mele’s reply in (Mele 2007, 204).


� I agree with Mele’s point (2007, 205) that this fact about non-competition of different levels of explanation is not relevant to our disagreement.


� In 2001:106 I propose a counterexample  to Frankfurt’s account of moral responsibility, involving weakness of will, in which an agent can be blameworthy despite having a contrary second-order volition:


Suppose that Professor Plum wills to humiliate his student, Ms. Scarlet, for a philosophical error she has made in the process of asking a question. The Professor nevertheless has a second-order volition for his desire to humiliate Scarlet not to be effective in action. However, because he could have been more resolute he could have rendered this second-order volition effective and thus refrained from humiliating Scarlet.  Plum could indeed be morally responsible in this… situation.  Just because a first-order desire is opposed by a second-order volition does not mean that the agent is not morally responsible for acting on the first-order desire.


One might embellish the example by specifying that Plum does not have a second-order volition to humiliate Ms. Scarlet, and that he does not accept an evaluative scheme that endorses this action. Still, intuitively, he could be blameworthy.


� Fischer and Ravizza (1998) hoped to preclude manipulation by specifying that moral responsibility requires an agent to come to understand and accept that she is morally responsible through a reflective historical process that involves rational sensitivity to the evidence. But since this historical reflective endorsement is a causal process, the neuroscientists can manipulate Plum to realize it, and the same is true for the sort of historical process of reflective endorsement and alteration that Mele specifies (Pereboom 2001: 122; 2005: 240).
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